Parser
Overview

This program is freeware written by Br. David Carlson for his class CS 171, Discrete Structures II.  Others who want to experiment with parsers might also be interested in trying it.  This parser was created as educational software and was not designed to be industrial-strength.  In order to keep things simple, only integer variables are supported and negative integers cannot be used.  To run the software, your PC must have the .NET framework installed.  There are actually two versions of the software, one requires the .NET framework 2.0 or later, while the other requires the .NET framework 1.1.
Disclaimer:  The software is provided "as is", without warranty or support of any kind.  The entire risk in using the software lies with the user.

This program provides an LL(1) parser based on the usual push-down automaton algorithm.  For background, see Theory of Computation: Formal Languages, Automata, and Complexity by J. Glenn Brookshear, Benjamin Cummins(1989), chapter 2.  To use the software, you essentially provide context-free grammar rules, a table showing what grammar rule to apply for each given lookahead token, and other tablelike information.  Note that the first L in the designation LL(1) means that this parser reads its input from left to right, the second L indicates that the parser produces a leftmost derivation, and the 1 means that one lookahead symbol is used at each point to decide what grammar rule to apply.  A leftmost derivation means that top-down parsing is used, whereas a rightmost derivation would give bottom-up parsing.  LL(k) parsers (unlike LR(k) parsers) cannot handle all deterministic context free languages, but they are particularly simple to use.  As long as a language can be handled by such a parser, the same simple algorithm works; all that is needed is a revised parse table.  Thus, our freeware parser is an easy-to-use, table-driven parser.
How to Use the Parser
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You begin by selecting the mode of operation, specifying the needed filenames as shown on the above form, and then clicking the Run button.  The usual mode of operation is Parse, though the other two might sometimes be of interest.  In some modes of operation, one or more of the text boxes for a filename will be grayed out as unneeded.  If an error is encountered, the error message will be shown in red at the bottom of the form.  The output can be seen by clicking on the Edit button for the output file.

Tokenize Mode

The Tokenize mode breaks the input program file up into tokens.  This is the first stage in compiling a program.  It can be instructive to try it out and to attempt to modify what it accepts as tokens. The algorithm used is roughly based on a finite state machine supplied in table form in the FSM file.  Suppose that we use the following for the contents of this FSM file:

6 states are used (ignoring 0, the accept, and -1, the error state).  They recognize:
EndMarker

number

(nothing)

special

word

special

22 categories of input are used, namely:

digit

alpha

colon

equals

semicolon

whitespace

plus

minus

asterisk

slash

exclamation

ampersand

leftparen

rightparen

singlequote

doublequote

comma

period

lessthan

greaterthan

eof

other

6 by 22 transition table (showing the new state for each state/category pair):

 2  5  3  4  4  1  6 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1  0 -1

 2  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0

-1 -1 -1  4 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1

 0  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0

 5  5  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0

 0  0  0  4  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0

Let's examine the FSM file.  The first line should begin with the count (here 6) of the number of states used by the finite state machine (excluding state 0, which is the accept state, and state -1, which is used to indicate an error).  Thus the 6 in our example tells us that we have positive states 1 through 6 in use.  Furthermore, these states are used to recognize the types of items on the following 6 lines.  Thus state 1 is used to indicate that we have an EndMarker (essentially end of file), state 2 indicates we have a number, state 3 is an intermediate state not used to recognize a token, state 4 indicates we have a "special" token (such as the := assignment operator), state 5 indicates we have a word (either a keyword or an identifier, as we will see later), and state 6 also indicates a special token.  Note that it is important that the state 1 name begin on the second line of the file, immediately after the line containing the count.  The rest of the stuff on the first line, appearing after the count, is just a comment.

We next have a blank line separating the section we just examined from the next one.  It is not necessary to have this, but one or more blank lines can be used to separate the two sections.

The next section has a similar structure to the first one.  The first line of this section starts with the count of the number of  categories of input.  The rest of this first line is just a comment.  Each of the following lines names, in order, the categories of input.  Thus the first category of input is digit, the second is alpha (an uppercase or lowercase letter), the third is the : colon character, etc.  Many of the common special characters on the keyboard are included, though some (such as {, }, #, and ~) have been left out in order to keep the examples from being unwieldy.  If you would want to handle such characters, you would need to add categories for each of them here and then to expand the transition table that follows.  The entire list of possible input symbols that our software can handle is as follows:
digit        one of the digits 0 through 9

alpha        an uppercase or lowercase letter

colon        :

equals       =

semicolon    ;

whitespace   the space character (does not include tab)

plus         +

minus        -

asterisk     *

slash        /

exclamation  !

ampersand    &

leftparen    (

rightparen   )

singlequote  '

doublequote  "

comma        ,

period       .

lessthan     <

greaterthan  >

tilde        ~

backquote    `

at           @

pound        #

dollar       $

percent      %

caret        ^

underscore   _

pipe         |

backslash    \

leftbracket  [

rightbracket ]

leftbrace    {

rightbrace   }

question     ?

other        any other symbol that might occur as input
Note that your FSM file must use the exact name from the lefthand column for each of these types of input symbols.

Back in the FSM file, we next have an optional blank line (or more) separating the input category section from the transition table section.  The first line of this section in our example says that we have a 6 by 22 transition table.  This entire line is a comment; even the numbers on it are ignored.  The very next line should have the numbers for the first line of the transition table.  This table supplies the numbers for a 2-dimensional matrix or table.  The 6 rows are for state 1 through state 6, and the 22 columns are for the 22 input categories: digit through other.  The numeric entry for a given row and column tells you the next state to go to if the current state is specified by this row and the current input symbol is that given by this column.  For example, the entry 6 in row 1 column 7, indicates that if the current state is 1 and the current input is the seventh, plus (a + sign), then the machine will move to state 6.  Remember that a transition to state 0 indicates that a token has been accepted, while a transition to state -1 indicates that an error has occurred.
Here is a drawing of the finite state machine for this example.  Any item after a comma is output.  Transitions to the -1 error state are not shown (to avoid a cluttered drawing).


[image: image2]
Let's see what the drawing of the finite state machine (or equivalently the tables in the FSM file) tell us.  The loop at state 1 shows that any initial space characters are ignored.  A digit, possibly followed by additional digits, takes us to state 2 and then to the accept state, state 0, with "number" as the output.  Thus we get non-negative integers for our numbers.  Note that the last character of input, the non-digit, is pushed back into the input stream, since it could be the beginning of the next token.  To get the next token, we just restart this finite state machine.  In a similar way, an alphabetic character, possibly followed by further alphabetic characters and/or digits, takes us to state 5 and on to state 0, with the output of "word".  The non-alphabetic, non-digit character that caused us to reach state 0 is pushed back into the input stream.  From state 1 if there should be no input (that is, we are at the end of the program file), we go directly to state 0 and output "EndMarker" as the token.  The rest of the machine shows us that ; or = or :=  or + or += are "special tokens".  Whatever character takes us to state 0 is pushed back into the input stream.  This would be the character following the special token.
With small modifications to the FSM file you could add other tokens such as * or ( or *=.  It is suggested that you first draw the finite state machine as above and then make your changes to the FSM file.  More complex modifications might involve adding additional states and/or input categories.
For a simple example of using the tokenize mode, suppose we have a program file containing this short program:

begin

   x := 12;

   y := 3

end
Then, when we click on the Run button, the output for our 4-line program file is as follows:
begin                    word

x                        word

:=                       special

12                       number

;                        special

y                        word

:=                       special

3                        number

end                      word

Each token is shown in the lefthand column, with its classification given in the righthand column.  Do you remember those classification names?  They are drawn from the names in the 6 lines at the top of the FSM file, the lines that named the types of tokens that would be recognized.

This is the typical output when using Tokenize mode.  It gives you the individual token strings and what type of token that each is.
Filter Mode

Filter mode is very similar to Tokenize mode.  It provides very similar output, while overcoming one limitation of what we saw above.  Classifying the tokens "begin" and "x" both as words is not too helpful.  We should distinguish keywords like "begin" from identifiers such as "x".  Filter mode does this by using a file of keywords that you supply.

We continue with the above example by adding a keywords.txt file containing this:

2 keywords follow:

begin

end

When the Parser program is run in Filter mode you are required to specify such a keywords file.  Its first line must start with the count of how many keywords you wish to use.  The second line and following then contain these keywords, one per line.
When we use Filter mode with our 4-line example program we get the following output:

begin                    keyword

x                        identifier

:=                       special

12                       number

;                        special

y                        identifier

:=                       special

3                        number

end                      keyword

Note that the tokens "begin" and "end" have been marked as keywords, while "x" and "y" are marked as identifiers.  You can easily add additional keywords to your Keywords file so that it can handle a more substantial language than that shown in our simple example.

Parse Mode

In parse mode you have to supply one more filename, the name of your parser file.  This file contains the tables and grammar rules that define the grammar for the programming language (or subset of a programming language) that you wish to parse.  Let's use the following for our parser file, as it is sufficient to handle programs such as our little 4-line example:
12 lookahead symbols (tokens) follow (these are the column labels for the table):

begin  keyword

end    keyword

;      special

:=     special

if     keyword

then   keyword

+      special

+=     special

=      special

       identifier

       number

       EndMarker

7 nonterminals follow, along with the table showing rules used for each:

<program>      1  0  0  0  0  0  0  0  0  0  0  0

<block>        2  0  0  0  0  0  0  0  0  0  0  0

<statement>    3  0  0  0  0  0  0  0  0  4  0  0

<list>         5  0  0  0  0  0  0  0  0  5  0  0

<tail>         0  7  6  0  0  0  0  0  0  0  0  0

<assignment>   0  0  0  0  0  0  0  0  0  8  0  0

<expression>   0  0  0  0  0  0  0  0  0  9 10  0

10 grammar rules follow (each digit indicates # of items in rule body):

1  <program>    -> 1 <block>

2  <block>      -> 3 begin <list> end

3  <statement>  -> 1 <block>

4  <statement>  -> 1 <assignment>

5  <list>       -> 2 <statement> <tail>

6  <tail>       -> 2 ; <list>

7  <tail>       -> 0

8  <assignment> -> 3 identifier := <expression>

9  <expression> -> 1 identifier

10 <expression> -> 1 number

The first line of the grammar file must begin with the count of how many different lookahead tokens are to be handled.  The rest of this line is just a comment.  The second and following lines then list those tokens, in the fashion shown above.  Specific tokens such as "begin" and ":=" are shown in the left column and the type of token in the right column.  The latter must match with the types produced when using Filter mode, as discussed above.  This is because Parse mode uses the tokens produced by the Filter mode portion of this software.  Tokens such as "identifier" and "number" do not have a specific value listed in the first column.
After an optional blank line or lines, we reach a line that begins with the count of the number of nonterminal symbols.  What follows the count on this line is just a comment.  The next lines each start with the name of one of these nonterminals, always inside of angle brackets.  Each nonterminal is followed by numbers indicating what grammar rules to apply when trying to produce a parse tree for the nonterminal named on this line and when the lookahead token is the one given by the column we are in.  We will look in detail at how this works after we examine the grammar rules in the third section.
After an optional blank line or lines, we come to a line that starts with the count of the number of grammar rules.  The rest of this line is just a comment.  This line is followed immediately by a numbered list of the grammar rules.  For example, grammar rule number 1 above says that a program is a block.  The 1 before <block> gives the number of symbols (tokens) that follow.  Grammar rule number 2 says that a block is a begin, followed by a list, followed by an end.  This is 3 tokens, which explains the 3 in front of the list of tokens.  Note that there are two grammar rules for <statement>.  In this little grammar, a statement can be either a block or an assignment.

Note the recursive rule for a list.  A list is a statement followed by the "tail" of the list.  A tail can be empty or can be a semicolon followed by a list.  Thus a list could be something like any of the following:
num := 3;


x := 22;


m := val

y := num


top := 12;





n := top
Suppose we are trying to parse the following "program".  That is, we are trying to show that it is a valid program according to our grammar (and come up with a parse tree for it as well).
begin

   x := 12;

   y := 3
end
If you run our program in Parse mode, using the above 4-line program as the input file, the same FSM file as in our previous examples, and the same keywords file as in the previous examples, we get the following output, showing the parse tree in indented form, followed by a message that parsing was successful.

<program>

   <block>

      begin   

      <list>

         <statement>

            <assignment>

               identifier   x

               :=   

               <expression>

                  number   12

         <tail>

            ;   

            <list>

               <statement>

                  <assignment>

                     identifier   y

                     :=   

                     <expression>

                        number   3

               <tail>

      end   

Parsing has succeeded

If you get an error, typically shown in red at the bottom of the form, it can be helpful to look at the output file.  You will usually see the beginning of a parse tree, followed by a message that parsing has failed.  Where the parse tree ended can be a good clue in helping you to find what went wrong.

Now, how did we get the above parse tree for our 4-line program?  One way to tell is to look carefully at the grammar file, using the matrix of numbers in the middle section to tell us what grammar rule to apply at each step.  We begin by trying to show that we have a <program>.  The lookahead symbol is begin, since that's the first token of our program.  Our matrix of numbers is arranged so that the first entry is for the first lookahead symbol, begin, the second number is for the second lookahead symbol, end, the third number is for the third lookahead symbol, semicolon, etc. all in the order in which the lookaheads were listed at the top of the grammar file.  In our case we use the first row of the matrix of numbers since that row is for <program>, and we use the first column since it is for lookahead symbol begin.  The entry is a 1, which tells us to apply grammar rule number 1.  Rule 1 says that <program> can be replaced by <block>.
Thus we are now trying to show that we have a block.  The lookahead symbol is still begin.  This means that we use row 2, column 1 of the matrix.  This gives us a 2, telling us to use grammar rule 2, which says that <block> can be replaced by "begin <list> end".  These 3 items are pushed onto a stack in backwards order, so that the next item we try to show we have is the begin which is now at the top of stack.  Since that matches our lookahead symbol things are good.  We throw away both copies of begin and move on to try to show that we have a list.
The new lookahead symbol is the next token from our program, namely x.  For the <list> nonterminal and lookahead symbol identifier x, our matrix of numbers instructs us to use grammar rule 5.  This says that a list is a statement followed by a tail.  So, we now try to show that we have a statement.
Now there are two grammar rules for <statement>, so you might wonder which we should use.  In a more complicated grammar we might have many rules for what a statement might be.  This nondeterminism is why we use a lookahead symbol.  Peeking at the next token from the input program will hopefully allow us to pick correctly which grammar rule to use.  (If not, it may be that an LL(1) parser cannot handle the programming language that we are trying to use.)  For nonterminal <statement> and an identifier lookahead symbol, our matrix of numbers tells us that the grammar rule to use is number 4, which says that a statement is an assignment.

We are not finished tracing the parsing of our simple program, but perhaps it is time to formalize the parsing algorithm.  That may help us then to trace the parsing of our program in a more compact fashion.  The parser algorithm is closely based on a push-down automaton that accepts the language generated by our grammar rules.  Of course, it adds the lookahead principle to help to decide what rule to use.  Note that items on the stack can be looked upon as goals to be satisfied from the input.

1. Initialize the stack to contain the non-terminal <program> as the goal.

2. While the stack is not empty do the following 2 steps:

a. If a terminal x is on the top of the stack, check if the lookahead token is also x. If so, pop x, and use the next input token as the new lookahead symbol.  If not, parsing fails (invalid program).

b. If a nonterminal <goal> is on the top of the stack, find the grammar rule to use by looking at the matrix in the grammar file, using the row for <goal> and the column for the current lookahead symbol. Use the number from this row and column of the matrix to find the grammar rule in the grammar file. (If that number is 0, however, parsing fails.) Pop <goal> from the stack and push each item, in right to left order, from the righthand side of this grammar rule.

3. If the lookahead symbol is now EndMarker (indicating no more input), then parsing has succeeded. Otherwise, parsing fails.

This is the basic algorithm used in our parser program, except that this program has been enhanced to also print the tokens in indented form so as to show the complete parse tree.  The algorithm above basically only gives you a yes or no answer: yes, the program is valid, or no, it is not a valid program.
The formal parser algorithm uses a stack to hold the accumulated goals and is thus often modeled using a pushdown automaton.  The details of the pushdown automatons for our parsing algorithm can be found in the Brookshear text mentioned at the top of this document or in my separate notes on Pushdown Automata.

Let's return to tracing the parsing algorithm on our simple 4-line program.  We will show both the stack and the current lookahead token in each drawing.  We will identify by number the grammar rules used when we go from one picture of the state of the automaton to the next picture.











begin











<list>

<program>
begin

1
<block>
begin

2
end

begin

------------
------------
(
------------
------------
(
------------
------------

stack

lookahead

stack

lookahead

stack

lookahead

The begin's match so we get:






<statement>



<assignment>

<list>




<tail>




<tail>

end

identifier x
5
end

identifier x
4
end

identifier x

------------
------------
(
------------
------------
(
------------
------------

stack

lookahead

stack

lookahead

stack

lookahead

Rule 8 then gives:

identifier

:=




:=

<expression>



<expression>



<expression>

<tail>




<tail>




<tail>

end

identifier x

end

:=


end

number 12

------------
------------
(
------------
------------
(
------------
------------

stack

lookahead

stack

lookahead

stack

lookahead

Rule 10 then gives:

number








;

<tail>




<tail>




<list>

end

number 12

end

;

6
end

;

------------
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(
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------------
(
------------
------------

stack

lookahead

stack

lookahead

stack

lookahead

The semicolons match so we get:






<statement>



<assignment>

<list>




<tail>




<tail>

end

identifier y
5
end

identifier y
4
end

identifier y

------------
------------
(
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------------
(
------------
------------

stack

lookahead

stack

lookahead

stack

lookahead

Rule 8 then gives:

identifier

:=




:=

<expression>



<expression>



<expression>

<tail>




<tail>




<tail>

end

identifier y

end

:=


end

number 3

------------
------------
(
------------
------------
(
------------
------------

stack

lookahead

stack

lookahead

stack

lookahead

Rule 10 then gives:

<number>





<tail>




<tail>






end

number 3

end

end

7
end

end

------------
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(
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(
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------------

stack

lookahead

stack

lookahead

stack

lookahead

Since the end's match we get:



EndMarker

------------
------------

stack

lookahead

Parsing has succeeded, since we have an empty stack and have reached the end of the input tokens (which the parser indicates with EndMarker).  Note that pushing the items from the right hand side of a rule in right to left order is critical to doing a left derivation.  The right to left order is what guarantees that the leftmost nonterminal is the topmost on the stack, the one that will be handled first.

Limitations

Any LL(1) parser can only handle a subset of the deterministic context-free grammars.  Thus you may find yourself trying to write grammar rules for a certain language feature, but not able to find a way to specify which of several grammar rules to use based on just one lookahead symbol.  It could be that what you are trying to do is not possible, or it could be that if you rewrote the grammar rules it would work.

The < symbol cannot currently be used as a token because our grammar file uses it to indicate the start of a nonterminal.  A future version of this software may fix this by using a different means to mark the nonterminals.

The FSM and grammar files supplied with this software only handle integer variables and non-negative integers.  It may be possible for you to modify these files to handle more than this.

The entire list of input symbols that this program can handle is listed toward the top of this document.  Although most keyboard input symbols are included, some items that you might want may not be listed.   It does not have an entry for a tab, for example.  This cannot be changed without recompiling the parser program.

The parser software imposes certain limits on the size of various things.  These, too, cannot be changed without recompiling the software.  Here are these limits:
600
Maximum number of lines in input program.

600
Maximum number of lines in the FSM file.

600
Maximum number of lines in the parser file.

200
Maximum number of states used in the top section of the FSM file.

40
Maximum number of input categories used in the middle section of the FSM file.

40
Maximum number of lookahead tokens used in the top section of the grammar file.

200
Maximum number of nonterminal symbols used in the middle section of the grammar file.
300
Maximum number of grammar rules used in the bottom section of the grammar file.

24
Maximum number of tokens in any grammar rule listed in the bottom section of the grammar file.
200
Maximum number of keywords in the keywords file.
24
Maximum number of characters in a token, category, or nonterminal name (including the <>'s).

Error message line numbers shown in red at the bottom of the form are only approximate.  Often the error is really on the previous line or even the line before that, just like with many compilers.
Start





digit





whitespace








nondigit, number *





A * means that the last char is pushed back onto the input stream.





S1





S6





S3





S0





S5





S2





eof, EndMarker





alpha





digit





alpha





not digit and not alpha, word *





digit





S4





:





=





;





+





=





=





any, special *





any except =, special *








